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Abstract—In recent years, smartphones and smart educational 
products have become important catalysts for the development 
of consumer electronics. However, deploying large 
convolutional neural networks (CNNs) models on resource-
constrained devices like smartphones is impractical due to the 
lack of high-performance central processing units (CPUs), 
graphics processing units (GPUs), and large-capacity memory. 
To address these challenges, we propose a new Fusion Pruning 
(FP) method aimed at compressing and accelerating large CNN 
models by leveraging L2 norm and equivalent transformation 
of the receptive field. To validate the feasibility of the proposed 
method in language education, we have developed an 
application deployed on smartphones. This application enables 
offline object recognition without the need for additional 
hardware platforms like Jetson Xavier NX. Additionally, we 
have also explored the performance of the FP method in the 
field of household robotics, obtaining satisfactory results. 
Experimental results demonstrate that the proposed method can 
accomplish tasks on resource-constrained devices. 
 
Index Terms—Convolutional neural networks, Fusion pruning, 
Lightweight, Local object recognition, Mobile devices 

I. INTRODUCTION 

ONVOLUTIONAL neural networks (CNNs) that are 
deployed on smartphones unlock a variety of novel 
applications empowered by deep learning, including 

object recognition-based second language learning [1]. With 
the rapid development of smartphones and broadband network 
technologies, the acquisition of multimedia information has 
become increasingly available [2] [3], resulting in a greater 
diversification of intelligent education formats. Among these 
formats, images represent the most intuitive and easily 
accessible learning materials [4] [5]. Intelligent recognition of 
image information by resource-constrained devices can be 
convenient for use in smart education systems. Directing 
learners to employ object recognition in real-world scenarios 
via smartphones, which then transforms these results into 
textual information and corresponding audio, stimulates greater 
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interest in language learning and also enhances learning 
efficiency compared to traditional methods. 
    Most state-of-the-art CNNs have a large number of 
parameters and require extensive floating-point operations. 
Consequently, deploying large-scale CNNs necessitates 
multiple servers with GPUs, referred to as the “Education 
Cloud” in this paper. Learners connect to the education cloud 
via resource-constrained devices [6] such as smartphones, 
leveraging network signals (5G/Internet/Local net). They 
upload the captured raw images to the education cloud for 
recognition. As depicted in Fig. 1, transmitting a substantial 
volume of user images (Image 1, Image 2, ..., Image n) over 
communication networks is likely to result in congestion and 
increased transmission latency. 
    Although many object recognition applications based on 
typical lightweight CNN architectures [7] have been developed 
for use on mobile devices [8], these models still rely on 
broadband mobile networks to upload a large amount of image 
data to cloud servers for recognition, which consumes a 
significant amount of network resources. Furthermore, network 
latency can have a detrimental impact on user experience due 
to the following factors: (1) the transmission of large amounts 
of image data congests the network, resulting in bandwidth 
limitations, information loss, and a decrease in service quality; 
(2) wireless signals are susceptible to interference from weather 
conditions [9], obstacles, and electromagnetic sources, 
consequently leading to connection disruptions; (3) limited 
infrastructure and wireless network coverage restrict 
availability in certain geographical areas. 
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Fig. 1. Current image recognition APPs on smartphones rely 

on mobile networks to connect to cloud servers and request 
classification results remotely.  

 
    Object recognition is widely recognized by industry [10] as 
a topic that is important in the field of computer vision, and 
CNNs are effective at extracting image features for object 
recognition [11]. When implementing object recognition on 
mobile and embedded devices, the speed of neural network 
model inference is a crucial metric. YOLO FLNet [12] is a 
lightweight algorithm specifically designed for individual 
detection in open scenes that cleverly reduces model parameters 
and floating-point operations per second (FLOPs). However, 
there is an urgent need to address the application of target 
recognition technology in resource-constrained devices, to 
facilitate the integration of CNNs into intelligent educational 
systems.  

This study addresses the aforementioned problem by propos
ing a novel approach that includes removing redundant convol
utional kernels and merging convolutional layers. This approac
h reduces the model's parameter count and floating-point opera
tions while minimizing the loss in accuracy. The resulting fina
l model can be deployed on resource-constrained devices such 
as smartphones. 

One effective approach for deploying CNNs on smartphones 
is to reduce the size of the model [13]. The classical model 
compression methods can be divided into four categories: 
parameter pruning and quantization, low-rank factorization, 
structure pruning, and knowledge distillation [14]. Parameter 
pruning and quantization include converting weights into 
binary values and compressing weight bit numbers through 
Huffman coding [15]. However, manual adjustments may not 
reliably filter out performance-sensitive parameters, potentially 
decreasing the model accuracy. Singular value decomposition 
(SVD) is a well-known low-rank factorization algorithm that 
distinguishes contributions by sorting singular values [16]. 

Nevertheless, matrix multiplication consumes a large amount 
of floating-point computing resources, and its approximation 
rules make the final evaluation challenging. Although structure 
pruning (specifically filter pruning methods) can reduce 
memory costs, it may encounter dimension matching issues in 
multibranch networks and does not offer a solution for reducing 
FLOPs [17]. The related knowledge distillation method 
includes training a compressed network with distillated 
knowledge from a large network, but only supports training 
models from scratch. 

In this study, we introduce an innovative method denoted 
fusion pruning (FP) to address some of the challenges in 
deploying large CNNs on resource-constrained devices. The 
model processed using the FP method is compact, non-
redundant, and efficient. This approach not only reduces the 
number of parameters but also enhances the inference speed. 
Our main contributions are as follows: 

(1) The proposed approach differs significantly from 
traditional compression methods and compact models by 
introducing the novel utilization of L2 norm to prune redundant 
convolutional kernels. This technique effectively reduces the 
number of parameters without significantly compromising the 
recognition accuracy of the model. 

(2) This study found a strong correlation between the 
number of convolutional layers and the model’s FLOPs. 
Therefore, the utilization of receptive field equivalency for 
convolutional layer fusion to reduce FLOPs can enhance the 
inference speed of the model. 

(3) Traditional methods typically only address model size or 
computational speed. The proposed approach, following the 
aforementioned two-step strategy, enables optimization in both 
model size and computational speed. We designed algorithmic 
experiments based on publicly available datasets and 
subsequently developed a simple app to simulate its application 
in offline object recognition in the field of smart education. The 
results indicate that the proposed method exhibits satisfactory 
performance in both algorithmic aspects and practical 
applications. 

(4) The experimental deployment of smartphones indicates 
that the proposed method does not require high-performance AI 
servers or specialized hardware platforms like Jetson Xavier 
NX to perform recognition tasks. Local model recognition also 
eliminates the necessity of utilizing communication network 
resources. This discovery provides new insights into the 
application research of neural networks in areas such as 
wearable devices, drones, and autonomous driving. 

(5) To validate the performance of our theoretical findings, 
we developed a simple mobile APP to deploy our model. The 
experimental results demonstrate that the APP's size and the 
inference speed of our method are well-suited for resource-
constrained devices, offering new insights into the deployment 
and application of neural networks on such devices. 

TABLE I and TABLE II list the mentioned abbreviations in 
alphabetical order and the used notations, respectively. 

TABLE I 
LIST OF ABBREVIATIONS (ALPHABETIC) 
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TABLE II 
SUMMARY OF THE NOTATION ADOPTED IN THE TEXT 

 

II. RELATED WORK  

A. Parameter Pruning and Quantization  

The most intuitive approach for model simplification and 
acceleration is to eliminate redundant parameters and quantify 
the datatype. Parameter pruning removes parameters that are 
not important for CNN learning. Pruning algorithms can be 
categorized into two methods: static and dynamic methods. 
Static pruning occurs during non-training processes, while 
dynamic pruning takes place in real time during program 
execution. 

Static pruning [18] refers to the pruning process that occurs 
before inference (rather than after training). After each model 
training, all the parameters and network results are saved as a 
file. The program trims the saved results to generate a new 
model, using the last saved parameters as the initialization 
parameters for the new training process. Mainstream static 
pruning algorithms typically include three steps: (1) fully train 
a model and select redundant parameters, (2) prune the 
redundant parameters, and (3) retrain a new model [19]. 
Retraining is an essential component of static pruning. The 
accuracy of the pruned model decreases, but retraining can 

compensate for this loss of accuracy. However, in a static 
pruning process, if the parameter selection is inappropriate, 
useful information will be deleted, and this change will 
continue. Even after retraining, the model's generalization 
ability is affected [20]. In contrast, dynamic pruning does not 
have a retraining stage. Before training, it is necessary to 
determine the importance of neurons, channels, and layers and 
select important parameters for training to avoid the limitations 
of static pruning. Previous studies have shown that dynamic 
pruning requires additional learnable connections during 
network training, objectively increasing the initial network’s 
structural complexity [21]. Additionally, the extent of such 
dynamic pruning [22] affects the related hardware design. 
Moreover, dynamic pruning also needs to be completed during 
the training process, which inevitably consumes additional 
storage memory and computational resources and increases the 
complexity of algorithm design and hardware cost. Finally, this 
mechanism lacks a loss compensation mechanism, thereby 
affecting the final generalization accuracy. 

Quantization [23] is commonly utilized for weight 
quantization. Han [19] comprehensively employed 
quantization, clustering, and sharing techniques to process 
weights, reducing the storage capacity from 27 MB to 6.9 MB. 
Post-training quantization involves quantifying the weights 
using the trained model and subsequently reoptimizing the 
model [24]. Kullback–Leibler divergence (also known as 
Kullback–Leibler divergence or information divergence) was 
used to accelerate the network without sacrificing accuracy for 
various established models. Quantization technology is 
typically divided into two directions: 1) quantitative perception 
training (QAT) and 2) post-training quantification (PTQ). Sun 
[25] proposed a method to train a comprehensive quantization 
model that supports diverse bit widths (e.g., from 8 bits to 1 bit) 
to accommodate online quantization and bit width adjustment. 
Nagel [26] introduced state-of-the-art algorithms to mitigate the 
impact of quantization noise on network performance while 
maintaining low-bit weights and activations. Recent research 
[27] endeavors have delved into the realm of extreme 
quantization techniques, transforming floating-point arithmetic 
into binary gates, a paradigm shift that has been documented in 
[28]. Typically, the utilization of fewer than 32 bits often results 
in notable performance deterioration. A prevalent approach to 
mitigate this issue involves substituting floating-point 
operations with their integer counterparts, often necessitating 
an additional training phase to compensate for the subsequent 
reduction in accuracy [29]. This underscores the intricate 
interplay between quantization methods, which indeed facilitate 
parameter reduction, and the more intricate training strategies 
they inherently rely upon to maintain performance standards. 

B. Low-Rank Factorization  

Research on low-rank factorization has focused on 
simplifying convolutional layers [30]. SVD serves as a crucial 
method for decomposition. SVD expresses any m × n matrix as 
the product of three matrices: an m-rank orthogonal matrix, an 
m × n  rectangular diagonal matrix containing nonnegative 
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diagonal elements arranged in descending order, and an n-rank 
orthogonal matrix. It can be expressed by the following 
formula: 

A = UΣVT                                        (1) 
A can be converted into the product form of U, Σ, VT, and 

only Σ is taken to approximate A, thus simplifying A. 
I = UUT                                          (2) 
I = VVT                                           (3) 

The column vector U is called the left singular vector, and 
the column vector V is called the right singular vector. 

Σ = diag (σ1, σ2,…, σp)                           (4) 
σ1 ≥ σ2 ≥ … ≥ 0                                  (5) 

σp is the singular value of matrix A. 
p = min (m, n)                                  (6) 

Low-rank factorization includes using SVD to approximate 
matrices with a low-rank characteristic matrix, which facilitates 
network compression [31]. SVD is particularly effective for the 
fully connected layer, providing a compression ratio of ~3×. 
However, this technique provides a hierarchical approximation, 
limiting its ability to perform global parameter compression. 
The lack of similarity between the logic of different layers 
makes it challenging for the model to converge. Moreover, te 
determination of the optimal rank for low-rank approximation 
remains a challenge, requiring an iterative approach through 
trial and error. The model compression ratio is dependent on the 
rank approximation and the tolerable level of performance 
degradation. 

C. Structure Pruning  

Structure pruning, especially channel pruning, is an effective 
model compression technique. This technique simplifies the 
model by removing redundant channels and reducing the size 
of the feature maps. However, channel selection poses 
challenges because complex algorithms that can distinguish the 
correlation between channels and output feature maps must be 
designed to ensure proper pruning of channels with different 
contributions. Luo [32] have attempted to minimize errors in 
discrete cases by making the parameters more continuous. 
However, this subjective variation lacks a rational 
mathematical foundation and cannot accurately determine the 
actual values of channels with smaller contributions. Other 
approaches [33] have proposed differentiating the contributions 
based on the importance of channels, but these importance 
values may change with variations in datasets or training 
strategies, leading to decreased model accuracy. Recently, 
researchers have introduced perceptual pruning techniques [34] 
to adaptively explore channels. This method adds additional 
classifiers to the intermediate layers of a CNN to achieve 
perception. However, this approach increases the complexity of 
designing intermediate layers and prunes the overall 
connections between layers, which may result in reduced model 
accuracy. 

D. Knowledge Distillation  

Knowledge distillation is a research field within model 

compression that combines the performance and generalization 
capabilities of large models with the scale and limited 
expression features of small models. By leveraging knowledge 
from a large model to train a smaller model, a small model can 
achieve comparable performance while reducing the number of 
parameters while maintaining accuracy [35]. Hinton et al. [36] 
proposed a method of training a complex network model and 
then using the output of the complex network along with the 
real labels of the data to train a small neural network. Therein, 
the knowledge distillation framework typically involves a 
complex model, known as the “Teacher” model, and a small 
model, referred to as the “Student” model.   

However, the success of knowledge distillation relies heavily 
on the quality and capacity of the larger “Teacher” model. If the 
“Teacher” model is not well trained or lacks sufficient 
complexity, it may not effectively transfer knowledge to the 
“Student” model. Additionally, during the transfer process, 
certain intricate details may be lost during the knowledge 
extraction, leading to slight performance degradation compared 
to the original large-scale model.  

Furthermore, the network necessitates at least two rounds of 
training, resulting in a prolonged training period. The 
knowledge distillation process requires additional 
computational resources and time to simultaneously train both 
the “Teacher” and “Student” models, which can result in lower 
efficiency in resource-constrained environments. 

E. Neural architecture search 

Recently, neural architecture search (NAS) [37] has emerged 
as a method for optimizing model structures. Unlike traditional 
handcrafted neural network architectures, which require manual 
selection and definition of layer operations, NAS automates the 
generation of the most suitable network architecture for a 
specific task from a set of available operations. The process 
begins with a search phase that explores all possible 
architectures within the search space. The highest-performing 
architecture is then identified and retrained from scratch. 

NAS algorithms primarily involve three components: the 
search space, search strategies, and evaluation metrics. The 
search space is an extensive collection of potential neural 
network architectures that NAS algorithms can explore and 
optimize. It includes a wide variety of layer types—such as 
convolutional, fully connected, and classifier layers—as well as 
interconnection patterns and parameter initialization methods. 
Typically, the search space is conceptualized as a directed 
weighted graph. In this graph, nodes represent distinct neural 
network architectures, and edges indicate the operations that 
allow the transition from one architecture to another. 

The search strategy in NAS dictates the approach used to 
navigate the search space and identify the optimal neural 
network architecture. It encompasses various popular methods, 
including random search, Bayesian optimization, genetic 
algorithms, reinforcement learning, and gradient-based 
techniques. Each method presents unique benefits and 
challenges regarding efficiency, effectiveness, and scalability. 

NAS algorithms often demonstrate superior performance in 
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image classification tasks compared to object detection and 
image segmentation. This superiority may stem from the 
complexity of architectures for image classification, which 
typically requires a more exhaustive exploration of the search 
space. However, this specialization can limit the broader 
application of NAS to other vision tasks. Additionally, within 
image classification, NAS's generation of resource-efficient 
architectures, for which it is well-suited, faces constraints such 
as computational resources, search space design, and evaluation 
criteria. 

Overall, NAS must carefully balance the complexity of the 
search space, the efficiency of the search strategy, and the rigor 
of the evaluation metrics to ensure optimal performance across 
various vision tasks while adhering to practical constraints. 

III. PROPOSED METHOD 

Traditional approaches may encounter the following 
challenges when it comes to pruning redundant parameters and 
accelerating inference: 

(1) Inaccurate identification of the contribution of 
convolutional kernels to feature extraction using heuristic or 
statistic-based approaches, leading to inadvertent removal of 
useful information.  

(2) The necessity to train auxiliary large models to ensure 
proper learning of knowledge by the network, which can result 
in additional computation and storage overhead. Moreover, 
training large models requires more time and resources, thereby 
increasing the algorithmic complexity. 

(3) Traditional methods often handle parameter pruning and 
acceleration separately, without simultaneously considering 
both aspects. This lack of simultaneous consideration fails to 
exploit the potential synergistic effects of compression and 
acceleration. 

We propose a new fusion pruning method to address the key 
challenges in deploying large CNNs on embedded devices.  

Specifically, we use the L2 norm of the scaling factor γ in 
batch normalization (BN) layers  [38] to identify important 
channels for pre-training and partial derivative calculations. For 
the remaining convolutional layers, fusion is achieved by 
performing equivalent transformations on receptive fields, 
aiming to reduce both the number of redundant convolutional 
kernels and the number of convolutional layers. See Fig. 2. 

 

 

Fig. 2. The schematic diagram of the FP method. 
We append a BN layer to the convolution layer, and the BN 

layer includes the per-channel parameter γ. Therefore, no 
additional information needs to be inserted, avoiding redundant 
computational overhead in the model. Simultaneously, an L2 
norm is applied to γ and incorporated into the model training 
process. During the gradient calculation phase, the partial 
derivative of γ is computed and used as a change value for 
updating γ, resulting in its gradual decrease. As the model 
iterates through the specified number of learning epochs, 
different values of γ correspond to the importance values of the 
convolutional kernels. Then, it becomes possible to remove the 
less important kernels. The remaining kernels are considered 
“elite” because they are sensitive to feature extraction. This 
method continues to employ the principle of equivalent 
receptive field transformation to merge convolutional layers, 
achieving a reduction in FLOPs.  

A. Formulation 

To identify redundant filters for pruning, we designed an 
index (γ) to indicate the relative importance of each 
convolutional kernel (which is denoted as a filter). These filters 
can then be removed according to the index without sacrificing 
accuracy. Accurate representation of the filter importance 
ensures the quality of model pruning. We first perform 
regularization using the L2 norm to avoid overfitting. By 
leveraging the characteristics of the L2-norm, we then obtained 
an attenuation effect that enables smooth changes in γ during 
the training process, with the final value indicating the 
importance of the corresponding filter. The following is the 
formula for the L2 norm: 

When W ∈ Rn, 

 W  (wሾ1ሿ,wሾ2ሿ,…,wሾLሿ) = 1

m
∑ wim

i = 1  + λ

2m
∑ ቚหwሾlሿหቚ

2
L
l = 1     (7) 

where W represents the weight of the CNN and is used to 
represent the γ of the BN layer and λ in (7) is a hyperparameter 
used to adjust the coefficient of the relationship between the 
two sides of the plus sign. L represents the L-th layer of the 
CNN. 

The norm expansion form of the L-th layer weight w  is 
represented as follows: 

||w[l]||
2
=∑ ∑ (wij

[l])
2n[l - 1]

j = 1
n[l]

i = 1 ,    w[l]:൫nሾlሿ,nሾl - 1ሿ൯        (8) 

According to (8), we can calculate the gradient in the back-
propagation stage (9): 

 

dw[l] = 
∂J

∂
w[l]

 + 
λ

m
w[l]                               (9) 

Finally, the gradient is used to update w: 

wෝሾlሿ =  wሾlሿ - α λ

m
wሾlሿ - α ∂J

∂
w[l]

                (10) 

wෝሾlሿ = ቀ1 - α λ

m
ቁwሾlሿ - α ∂W

∂
w[l]

                 (11) 

In (10) and (11), α denotes the learning rate (LR). Derivation 
of these formulas shows that the weight gradually decreases 
upon subtracting the gradient of the learning rate from the 
original parameter w. This subtraction results in increasingly 
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smaller weights over time. We thus select filters with lower 
importance based on the corresponding channel weight. By 
leveraging the natural attenuation achieved by learning and 
backpropagation, the weight can accurately reflect the natural 
feature distribution in the image information. This process 
enables the application program to prune redundant information 
without compromising accuracy. Our approach uniquely 
leverages the L2 norm beyond regularization. We used this 
approach to prune convolutional kernels by labeling importance 
and removing filters with minimal impact on output accuracy. 
Compared to other pruning techniques, this pruning method 
does not require sparse libraries or specialized hardware [39].  

B. Batch Normalization Layer 

The BN layer is known to be important for the optimization 
of CNNs [40]. In this study, we introduce a BN layer after each 
convolutional layer to normalize images within a batch. This 
normalization technique effectively reduces image variations 
and enhances the convergence speed of the model. The γ 
parameters in these BN layers are determined using (9), (10), 
and (11) to identify the significance of the corresponding 
convolutional kernels. By leveraging this information, we 
accurately identify and prune less important kernels during 
pruning. 

C. Receptive Field 

After accomplishing the task of pruning redundant filters 
using the L2 norm, the proposed method aims to reduce the 
number of floating-point computations in the model to enhance 
inference speed. We carried out receptive field equivalence 
transformation to fuse convolutional layers and reduce the 
model’s FLOPs. 

(1) FLOPs 
To provide a more comprehensive explanation of the 

proposed method, we present a concise overview of FLOPs, 
which serve as a metric for quantifying the computational 
efficiency of model inference. Deep neural networks improve 
performance by augmenting the number of hidden layers; 
however, this approach concurrently increases the number of 
FLOPs, resulting in a decline in inference speed. Drawing on 
the distinctive properties of convolutional operations, FLOPs 
can be defined as follows: 

FLOPs = 2 × Ci × k2 × Co × W × H                      (12) 
FLOPs = Ci × k2 × Co × W × H                            (13) 

where Ci  denotes the number of input channels, Co 
represents the number of output channels, Co × W × H denotes 
all features of the feature map, and k represents the length and 
width of the convolution kernel. Equations (12) and (13) differ 
in that (13) represents the sum of multiplication and addition 
operations, referred to as multiply accumulated operations 
(MACs). 

The FLOPs for each convolution kernel are calculated as 
above, and for n kernels, the total becomes n × FLOPs . 
Conversely, by reducing the MACs through a decrease in the 
number of convolution kernels, the inference speed of the 
model can be significantly accelerated. 

(2) Equivalent Transformation of the Receptive Field  
Building upon [41], we propose a method for fusing 

convolutional layers through receptive field equivalent 
transformation. The receptive field refers to the size of the pixel 
region on the original input image, which is mapped onto the 
feature maps outputted by each convolutional layer in the CNN. 
Typically, convolutional kernels of different sizes have 
different receptive field sizes. We have observed that 
convolutional layers with the same receptive field size may vary 
in quantity. By leveraging this characteristic, we can fuse 
convolutional layers and thereby reduce the FLOPs. The use of 
receptive field equivalent transformation significantly reduces 
the multiplications and additions between the convolution 
kernels and the image, without compromising the integrity of 
feature map. 

Calculation of the receptive field size: 
RFl = RFl - 1 + ሺkl - 1ሻ × ∏  si

l - 1
i = 0                         (14) 

where RFl - 1 is the size of the receptive field in layer l - 1, kl 
is the size of the convolution kernel in layer l, and si  is the 
convolution stride in layer i. 

 
 

 
Fig. 3. The receptive field equivalent transformation. Filter in 
the Fig. 3 is the convolutional kernel. 

As shown in Fig. 3, two consecutive convolution operations 
are performed on the image using two 3×3 filters. The size of 
the generated feature map is the same as the result obtained 
from one convolution operation using a 5×5 filter. This result 
indicates that the receptive field size of the two convolutional 
layers is equal. By utilizing this equivalence, we can merge the 
two 3×3 layers into one 5×5 convolutional layer. This fusion 
operation reduces the FLOPs in the model and improves the 
inference speed without significantly affecting the model’s 
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accuracy. 

D. Algorithms 

We describe the fusion pruning algorithm as follows:

 

IV. EXPERIMENTS 

To evaluate the efficacy of our FP method, we performed 
experiments on different datasets and compared the results to 
those of classical models. We used VGG-19 as a benchmark 
model (baseline) and selected several mainstream models for 
further comparison. Key performance metrics included training 
accuracy, training loss, test accuracy, test loss, accuracy and 
number of FLOPs. Our primary datasets were CIFAR-10 and 
CIFAR-100, which were generated using a Python framework. 

A. Experimental Environment 

Datasets. We conducted experiments using two benchmark 
datasets: CIFAR-10 and CIFAR-100 [42], which are commonly 
used for image classification tasks. 
Data augmentation. The pre-processing of data is crucial to 
the experimental results. To ensure the reproducibility of the 
experiment, we have disclosed the process of pre-processing the 
original image, as shown in Fig. 4: 

1. Padding all sides of the image, padding = 4. 
2. Perform random cropping on the padded image, with 
a size of (32, 32). 

3. Randomly horizontally flip the image with a given 
probability. (Probability = 0.5) 

4. Convert the image into a tensor image. 
5. Normalize the tensor image using the mean and 
standard deviation, with mean values of (0.4914, 0.4822, 

0.4465) and standard deviations of (0.2023, 0.1994, 
0.2010). 

 

 
Fig. 4.  The flowchart of data argumentation 
 
Hyper-parameters and activation function. In the 
experiment, the hyper-parameter λ  is set to 1×10-4 , the 
momentum is set to 0.9, the initial learning rate (LR) is 0.1, the 
batch size is set to 64, and the incipient value of epoch is 160. 
The mish[43] is used as the activation function for the model.  
    The learning rate decay strategy for epochs is as follows: 

 Epochs∈ሺ0,79ሻ, LR = 0.1. 
 Epochs∈ሺ80,119ሻ, LR = 0.01. 
 Epochs∈ሺ120,159ሻ, LR = 0.001 

Hardware platform. The configuration of the hardware 
platform is as follows: an I5 CPU, 32 GB of RAM, and an 
RTX3060 12G GPU. 
Software environment. The experiment was implemented in 
Python 3.11.8 and compiled using Anaconda V3 as the 
platform. The software platform used was Pytorch 2.2.2. 
Furthermore, we develop the smartphone APP using Android 
Studio Giraffe (Runtime version: 17.0.6). 
B. Comparative analysis on the CIFAR-10 dataset  

We applied the FP method to compress and accelerate the 
baseline model and compared the performance with that of 
other mainstream models on the CIFAR-10 dataset. 

Fig. 5a and 5b curves over training epochs for the baseline 
model. The loss exhibits substantial fluctuations for the first 80 
epochs due to the initial high learning rate. After reducing the 
learning rate at epoch 80, the loss curve becomes smoother. The 
accuracy curve corresponds to the loss pattern, with initial jitter 
followed by a smoother increase after epoch 80. Compared to 
the baseline, the FP method achieves a lower initial training 
loss, indicating improved training performance by eliminating 
redundancies and noise (Fig. 5c). Similarly, the FP accuracy 
curve was consistent with its loss curve and converged (Fig. 
5d). Fig. 5e compares the training and test losses for the 
baseline and the FP methods. The FP training loss decreases 
faster than the baseline. The FP and baseline test losses are 
consistent, with the FP starting from a lower initial value. The 
accuracy curves coincide, indicating that the FP method 
preserves model accuracy (Fig. 5f).  
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Fig. 5. Performance comparison between the baseline (VGG-
19) and fusion pruning (FP) methods using the CIFAR-10 
dataset. (a). Baseline loss curve. (b). Baseline accuracy curve. 
(c). Loss curve of the FP method. (d). FP method’s accuracy 
curve. (e). Comparative analysis between baseline and FP loss. 
(f). Comparative accuracy analysis between the baseline and FP 
methods  

Furthermore, our FP method achieved a significant balance 
between parameter reduction and model acceleration without 
significantly affecting accuracy. This balance greatly improved 
the overall performance of the cellular neural network model 
(TABLE III). Compared to the baseline model, our method 
achieves an accuracy of 92.78%, utilizing only 8.1% of the 
baseline model's parameters and 37.8% of its FLOPs. The 
accuracy decrease is only 0.5% compared to that of the baseline 
model. The slimming network is currently an excellent method 
that strikes a balance between accuracy, parameters, and 
FLOPs. However, in comparison to the slimming network, the 
FP method reduces the number of parameters by 29.1% and the 
number of FLOPs by 22.8%, albeit with a slight decrease in 
accuracy of 1%. This finding indicates that when deploying the 
model on smartphones, it is possible to quickly recognize 
images using fewer parameters. 

 
TABLE III 

COMPARISON OF FUSION PRUNING (FP) AND 

MAINSTREAM MODELS ON THE CIFAR-10 

DATASET 

 

C. Comparative analysis on the CIFAR-100 dataset  

Fig. 6 shows the loss and accuracy curves of the baseline 
(Fig. 6a and 6b) and the FP method (Fig. 6c and 6d) on the 
CIFAR-100 dataset. Fig. 6e and 6f compare the loss and 
accuracy between the baseline model and the FP method during 
training. The aligned curves suggest that the FP method did not 
significantly impact the learning or generalization ability of the 
baseline model. 

 
Fig. 6. Performance comparison between the baseline and 
fusion pruning (FP) methods using the CIFAR-100 dataset. (a). 
Baseline loss curve. (b). Baseline accuracy curve. (c). Loss 
curve of the FP method. (d). FP method’s accuracy curve. (e). 
Comparative analysis between baseline and FP loss. (f). 
Comparative analysis between the baseline and FP accuracy. 
       

  TABLE IV compared our method with other mainstream 
compression models. Compared to the slimming network, our 
TOP-1 accuracy only decreased by 2.17%, while parameters 
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decreased by 31% and FLOPs decreased by 17.4%. Compared 
to other methods, our approach achieved greater improvement 
in TOP-1 accuracy, number of parameters and number of 
FLOPs. These results highlighted our method's balanced 
performance in terms of accuracy, parameters, and FLOPs on 
the CIFAR-100 dataset. 

 
TABLE IV 

COMPARISON OF FUSION PRUNING (FP) AND 
MAINSTREAM MODELS ON THE CIFAR-100 DATASET 

 

D. Comparative analysis on the ImageNet dataset 

    We conducted experiments on the ImageNet dataset to 
compare the performance of our method with that of 
mainstream compact models (Table V). This study explores the 
possibility of deploying large CNNs on resource-constrained 
devices, such as smartphones and household robots. The 
objective is to reduce the number of parameters and FLOPS 
without significantly compromising the model's inference 
accuracy. We selected results from mainstream compact 
models on the ImageNet dataset for comparative analysis and 
found that our method is competitive in terms of performance 
on large datasets. 

TABLE V 
COMPARISON OF FUSION PRUNING (FP) AND 

MAINSTREAM MODELS ON THE ImageNet DATASET 

 

V. DEPLOYMENT ON MOBILE DEVICES  

A. Mobile APP Function Description  

To further validate the performance of the FP compressed 
and accelerated model in actual APPs, we developed a simple 
app through an android studio. Two mobile phones and one 
tablet were selected as hardware testing platforms for this 
experiment, and the experimental results are shown in TABLE 
IX and TABLE X. 

The APP for this study was developed using the latest version 
of Android Studio and programmed in Java. The mobile 
hardware platform is illustrated in TABLE VI. 

 
TABLE VI 

OVERVIEW OF RESOURCES AVAILABLE IN 

SMARTPHONES 

 
     The APP integrates FP-processed lightweight CNNs for 
local object recognition (Fig. 7).  

 

 
Fig. 7. Android application framework based on fusion pruning 
method. 
 

As shown in Fig. 7, users learning English can utilize our 
smart education app on their smart phone or tablet. In particular, 
they can capture an image of interest using the device’s built-in 
camera. The app performs local image recognition and offline 
image retrieval directly on the device, eliminating the need to 
send images back to servers via the mobile network for 
classification. The results are subsequently converted into text 
and corresponding audio. The algorithm implements the 
following strategy to enable offline recognition of local objects. 
First, a high-performance original model is pretrained on a 
public dataset. The parameters, models, and labels are saved on 
smartphones to enable offline recognition. Then, the pretrained 
models are pruned and fused to generate a lightweight CNN that 
is deployed on the smartphones or tablets. During offline 
recognition, the retrieved results are obtained by comparing the 
inference outputs to the saved labels. 

B. Analysis of computational overhead and APP performance 

This study utilized a computer equipped with an i5 12400F 
CPU, 12GB of graphics memory on an RTX3060 GPU, and 
32GB of RAM to conduct experiments, aiming to establish a 
fair hardware environment for analyzing computational 
overhead.  

Parameters and FLOPs are important metrics for measuring 
model complexity. The larger the number of parameters and 
FLOPs, the greater the computational overhead, leading to 
increased memory consumption by the corresponding APP and 
longer recognition task processing time. In convolutional 
layers, each convolutional kernel performs operations on input 
feature maps, involving numerous parameter updates and 
floating-point calculations. Therefore, the parameters and 
floating-point operations of the baseline model primarily 
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concentrate in the convolutional layers. The proposed method 
also achieves its effects by processing the convolutional layers. 
TABLE IV also demonstrates similar findings for the proposed 
model on CIFAR100. 

The baseline model generated a final model with 20.04M 
parameters and 7.98 × 108 FLOPs after completing learning on 
CIFAR-10, as shown in TABLE III. On the other hand, the FP 
method had 1.63 parameters and 3.02×108 FLOPs, which is 
only 8.1% and 37.8% of the original model respectively. The 
accuracy only decreased by 0.5%. This indicates that the 
proposed method significantly reduces the complexity of the 
baseline model. In other words, FP achieves comparable 
recognition accuracy using only 8.1% of the original model’s 
parameters and 37.8% of its FLOPs. 

TABLE IX shows the performance of the apps running on 
three brands of smartphones and tablets. For comparison, we 
selected the original model to represent a CNN without FP 
processing. The model size of the original model is 76.5 MB, 
with inference latencies of 214 ms, 614 ms, and 419 ms on the 
three devices for the CIFAR10 dataset. In contrast, our FP 
method reduced the inference latency by 84%, 92%, and 81%, 
respectively, and the model size by 90%. Additionally, as 
shown in TABLE X, the FP method improved the size and 
latency on the CIFAR100 dataset. 

Subsequently, we integrated the final models generated by 
the baseline method and the proposed method into separate 
mobile APPs to simulate the algorithm in real-world scenarios. 
The sizes of the two APPs were 76.5MB and 7.51MB 
respectively (as shown in TABLE IX). This indicates that the 
models processed through FP have smaller software sizes, 
which is advantageous for deploying the APP on resource-
constrained devices. 

Finally, we also evaluated the inference speed of two 
different apps in recognizing objects. Latency was used to 
represent the inference speed in the experiment, where a higher 
delay indicates a slower inference speed, and vice versa. 
TABLE IX demonstrates that the latency of the proposed 
method on three hardware platforms is 35ms, 47ms, and 80ms, 
respectively, which is significantly lower than the baseline 
model's 214ms, 614ms, and 419ms. This indicates that the 
proposed method’s app is capable of achieving faster image 
recognition, which is crucial for resource-constrained devices 
without high-performance CPUs and GPUs. As shown in 
TABLE X, in CIFAR100, the complexity and computational 
overhead of the algorithm also exhibit similar comparative 
results. 

C. Fusion pruning-processed model for home robots 

The model processed through fusion pruning is also 
applicable to consumer electronics domains such as household 
robots. Household robots capture images through onboard 
cameras and are analyzed by controllers to autonomously 
display anthropomorphic behavior. The FP model can be easily 
deployed into the hardware systems of household robots 
without the need for large-scale CPUs, GPUs, or storage 
systems. We simulated the performance of the proposed method 

using a publicly available dataset named RoboCup@Home-
Objects [44], sourced from the world robotics competitions. 
The dataset comprises a large-scale collection of 196 k images, 
encompassing 180 classes of everyday household items 
encountered in routine domestic chores, including Cleaning 
stuff, Containers, Cutlery, Drinks, Food, Fruits, Snacks, and 
Tableware. Fig. 8 shows the structure of the RoboCup@Home-
Objects dataset. 
 

 
Fig. 8. Examples of different categories from the 
RoboCup@Home-Objects dataset. 

We conducted experiments using NVidia A100 servers, 
which consist of 8 GPUs with 80 GB of memory each. Among 
these GPUs, we utilized 7 for training, compressing, and 
accelerating the FP method on the RoboCup@Home-Objects 
dataset. Initially, we employed the FP method to prune the CNN 
on the ImageNet dataset. Subsequently, we froze the 
convolutional layer parameters of the model and modified the 
classifier to accommodate 8 major categories and 180 minor 
categories for mixed training. The batch size was set to 384, and 
the learning rate decay strategy was consistent with the 
experimental settings on the CIFAR datasets. The results, as 
shown in TABLE VII and TABLE VIII, demonstrated the 
satisfactory performance achieved by our method. 

TABLE VII 
COMPARISON OF THE PROPOSED METHOD WITH 

THE BENCHMARK ON THE ROBOCUP@HOME-
OBJECTS 

 
 

TABLE VIII 
METRICS REPORTING FOR SUBCLASS CLASSIFICATION 
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Our approach achieved an accuracy of 81.1% on the Robot 

World Cup Professional dataset, representing an improvement 
of approximately 11% over the baseline model. Moreover, the 
lower number of parameters and FLOPs indicate that the 
application developed by the proposed method can be 
effortlessly deployed to household robots without the need for 
additional hardware platforms. 

 
TABLE IX 

COMPARISON OF APP PERFORMANCE FOR LOCAL 
OBJECT RECOGNITION BETWEEN ORIGINAL 

UNPRUNED AND FP-PROCESSED CNNS ON MOBILE 
DEVICES USING THE CIFAR10 DATASET  

 
 

TABLE X 
COMPARISON OF APP PERFORMANCE FOR LOCAL 

OBJECT RECOGNITION BETWEEN ORIGINAL 
UNPRUNED AND FP-PROCESSED CNNS ON MOBILE 

DEVICES USING THE CIFAR100 DATASET  

 

VI. CONCLUSION AND DISCUSSION 

In this study, we present a novel fusion pruning-processed 
method for deploying large-scale convolutional neural 
networks on smartphones. By leveraging the L2 norm, we 
enhance the precision of parameter selection and improve the 
model's nonlinear capability rather than blindly eliminating 
certain parameters. The transformation we applied to the 
receptive field made it possible to fuse convolutional layers 
while maintaining the same output features as those of the 
baseline model. Through empirical experiments, we strongly 
demonstrate the effectiveness of our method. 

Subsequently, we developed a mobile APP for on-device 
object recognition to validate the actual software capacity and 
inference time of the proposed model on resource-constrained 
devices such as smartphones. This application facilitates the 
conversion of obtained images into text and audio formats, 
thereby meeting the specific needs of language education. The 
results have demonstrated that our approach outperforms 
current CNN compression algorithms in terms of both software 
size and inference time. 

Resource-constrained devices lack powerful processing units 
such as CPUs, GPUs, and high-capacity storage systems. The 
proposed method addresses the issues by compressing and 
accelerating the model in terms of parameters and FLOPs. After 

deployment on smartphones, the software size is reduced, and 
the inference time is accelerated, eliminating the need for 
powerful hardware platform support. This model can be 
extended to wearable devices, drones, and autonomous driving 
systems to achieve image classification tasks. For instance, the 
proposed methodology can be readily deployed onto household 
robot platforms [44] to achieve autonomous execution of 
routine domestic tasks. It can also be applied in the field of 
power-line inspection, where previous research [45] utilized 
drones to capture images, which were then transmitted to 
ground servers for training and subsequently deployed on other 
hardware platforms such as Jetson Xavier NX for autonomous 
recognition. However, this approach increased the flight 
payload of the drone and significantly raised the cost of the 
inspection system. In contrast, the proposed FP method can be 
directly deployed into the application program of drones, 
enabling automatic recognition of targets of interest in the 
power system without the need for developing additional 
hardware platforms, thus greatly reducing deployment costs. 
Furthermore, recognition tasks are performed at the frontend by 
our method, resulting in a reduced frequency of transmitting 
large-scale images to the cloud server, thereby minimizing data 
transmission errors and network congestion. 

This study may have some limitations, as the receptive fields 
of convolutional kernels with different sizes may be 
inconsistent. This inconsistency could potentially limit the 
generalization and application of FP methods in networks such 
as ResNets 

In future research, we will explore some interesting topics, 
including the implementation of the transformation of receptive 
fields for convolutional kernels of different sizes, as well as the 
development of improved algorithms for identifying the 
contributions of convolutional kernels, providing new 
perspectives and insights for the study of model lightweighting. 
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